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�Abstract



The focus of this paper is to investigate the use of the Multi-View Memory (MVM) model and its supporting architecture in providing efficient locking services for transaction processing systems.  The model provides for enforcement of access control protocols through FSM specification on units of data that can vary in size from one region of memory to another.  Threads executing transactions do not explicitly request locks on data items – they simply access the data items while locking is performed automatically and in many instances without software intervention.  This is facilitated by hardware assistance in that the FSM definitions and lock unit state information are stored in caches.  Only when a thread is suspended are the state changes communicated to the software lock manager.  Delays for lock acquisitions through the MVM model architecture are determined and compared to delays due to lock acquisition by a conventional lock manager.





1.  Introduction 



It has been recognized that application-specific access control protocols are desirable to improve system performance.  Memory management primitives have been used extensively to provide efficient customized access control protocols for many applications [Appel 1991].  Memory management facilities have also been used to reduce communication between the kernel and user-level managers when securing access to resources/objects located in memory [Anderson 1991].  The SPIN microkernel [Bershad 1995] is extensible and provides application specific services.  In [Engler 1995], an operating system (OS)  interface is provided at a lower level then usual so that application programmers can have a better control and access to resources and thus gain efficiencies.  

There are numerous examples of situations which require access control protocols to be applied to data structures consisting of a sequence of contiguous access units in a region of virtual memory.  These include OS modules as well as application programs [Appel 1991].  For instance, database (DB) applications could utilize locking of records as a method of concurrency control [Stonebraker 1984, Kumar 1989].  Another example is recoverable virtual memory [Eppinger 1989].  Access to memory must be controlled so that recovery information is properly recorded.  Other examples include coherence based protocols in multiprocessor systems [e.g., Slater 1991,  Mirapuri 1992, Thacker 1987] and the access control protocol for external pagers in Mach 3.0 [Loepere 1992].  All of these examples exhibit the same property in that the access to the units of a region of memory is governed by a particular protocol which can be defined in terms of finite state machines (FSMs).  

In many instances hardware support is provided for a particular protocol.  Examples include hardware mechanisms to support coherent access in multiprocessor environments [Stenstrom 1990] and locking mechanisms for transactional and Data Base (DB) environments [Stonebraker 1984, Chang 1988].  In all instances, however, the hardware mechanism is inflexible in that it is for a particular protocol in a specific environment. 

It has been recognized also that different access control protocols require different size of access units; a page, although convenient and efficient in many situations, is not a suitable access unit size for all protocols [Stonebraker 1984, Kumar 1989, Reindhardt 1994].  

The protection schemes found in the Hewlett Packard's PA-RISC [Lee 1989] and the PLB protection organization [Koldinger 1991] separate protection information from address translation.  Separation of the address translation and protection appears also in Opal [Chase 1994].  Finally, it may be desirable to impose more than one protocol on a memory region. 

The Multi-View Memory (MVM) model and a supporting architecture [Bodorik 1994] were proposed with the following objectives which address the issues and problems discussed above:  

·	Synchronization of tasks or threads when they are accessing variable-sized protection units.  

·	Flexibility in providing various access control protocols to different applications.  

·	Amenability to hardware support.  

How the model and the architecture attain the above objectives is briefly described in the following section.  The focus of this paper is to investigate how they apply to DB or transaction processing systems, from now on simply referred to as DB systems.  In particular, the paper investigates the use of the MVM model to provide efficient locking services, while overcoming the major obstacles that have prevented the use of OS locking by DB systems thus far.  There are two major reasons why DB systems use their own customized lockers as opposed to using locking provided by OSs:

·	One is that OSs provide efficient locking of pages through virtual memory primitives.  The problems is that the system page size is much too large for locking by individual transactions.  Locking large pages containing frequently accessed data, such as directories, is unacceptable for most DB systems.  

·	The second reason is that using OS locking results in heavy weight context switching in many systems, thus greatly reducing efficiency.  

The second section briefly describes the MVM model and the protection architecture.  How the model is used to provide Strict two-phase locking protocol is described in the third section.  The fourth section evaluates the model and the architecture in terms of delays incurred when providing locking.  The delays are then compared to the delays incurred by a conventional locker in order to determine the suitability of MVM locking for use by DB systems.  The last two sections review literature in terms of how it relates to this work and provide summary and conclusions.  



2.  Multi-view memory model and protection architecture



In the following discussion it is assumed that virtual address spaces are flat and that threads and tasks have the usual meanings in the context of process management: zero, one or more threads execute in an environment of a single task which has one virtual address space (shared by all of the task's threads).



2.1.  Multi-view memory model



The sparse address space consists of memory regions which have different access control views.  The concept of different views for a region is shown in Figure 2.1.  Access control units, or access units  for short, have the same size within a single view, but the size can vary across views.  Examples of different types of access units include locking, coherency and recovery units.  Applications can thus be serviced with various sizes of units across views, although the size of units is fixed within a view.  
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Access control for a view utilizes the standard concept of an access matrix in which each subject has a row while each object has a column.  Each matrix entry A[S,O] is a Finite State Machine (FSM) which defines the access rights of the subject S to an object O depending on the current state of access and the desired operation/access.  The FSMs are identical in terms of the defined states and transitions; they differ only in their current state of access.  Therefore, there is only one definition of the FSM states and transitions and a matrix entry A[S,O] represents the current state of access of S to O.  Access is in terms of memory read and write operations. Objects are access units of a view and subjects define the access rights for threads, or sets of threads which actually issue the memory operations.  Each view of a memory region has its own state which is independent of the states of the other views defined on the same or another region.  For a memory operation to succeed, access must be permitted for each view defined on the referenced memory location.  Once access is permitted for each view, the state changes independently for each view -- the state changes independently for each one as defined by the FSM state transition definition.

Since access control is specified for subjects while memory operations are issued by threads, a thread must be bound to (associated with) a subject. For an operation to be permitted in a view, a thread must be bound to a subject which has appropriate access rights to the referenced access unit of that view.  

The access matrix method is an elegant and convenient paradigm for protection purposes.  Architectural support for protection is typically based on the object manager approach, e.g., [Koldinger, 1992] and [Wilkes, 1991].  The MVM model also adopts this approach in that the state of access is kept for each access unit.  Furthermore,  the computer architecture term of the protection domain  is used instead of the term subject.  A protection domain is uniquely identified by a protection domain ID (PDID).  A thread executes in one protection domain only at any one time, or paraphrasing it, a thread has only one PDID at any one time, but the PDID may change throughout the threadÕs execution. If two threads of an application task do not have the same PDID then they do not have the same access rights to access units of views.  Any two threads with the same PDID have the same access rights to views.  Thus synchronization of threads within the same task may be achieved without their explicit synchronization.  

The FSM definition is modified in the MVM model by storing/recording a PDID together with state information for each access unit.  For a state representing exclusive access for one protection domain, its PDID is recorded in the state.  If the definition of a state indicates so, a thread is permitted to access a unit having an exclusive state only if the PDID it is associated with matches the PDID recorded in the state. 

Access control is enforced by the kernel through the MVM model in cooperation with a view manager, or a manager  for short.  If a view definition specifies so, the kernel stores internally any state changes  effected by a thread through accessing units of a view.  When the thread is suspended, the state changes it caused are communicated by the kernel to the manager.  The manager may also instruct the kernel to change states of specific access units; these are referred to as forced state changes.  

The following section provides an example that should clarify the MVM model concepts.  



2.2.  Protection architecture



The protection architecture that utilizes a Protection Control Unit (PCU)  for enforcement of access control protocols is briefly described here.  Further details can be found in [Bodorik, 1995] and [Jutla 1997].  

The architecture assumes a virtually addressed, physically tagged, data cache that is separate from the instruction cache and thus memory access/operations are read and write, not execute.  In addition to the data itself, each data cache line includes the clean/modified bit, the valid/invalid bit, and the W bit indicating if only a read operation or both the read and write operations are permitted on the data in the line (see Figure 2.2).  Instead of including the Virtual Address space ID (VAID), each line includes a Protection Domain ID (PDID) that is used in the following way.  
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Consider a thread’s read/write memory operation. If the referenced data cache line is not valid or the threadÕs PDID does not match the PDID stored in the data line then a data cache miss occurs.  Assume that the line is valid.  If the PDIDs match then a read operation can proceed, while a write operation can proceed only if the W bit indicates that the write operation is permitted otherwise a write access fault occurs.  In case of a write access fault or a cache miss, the protection subsystem, in particular its PCU, is invoked to determine if the access can proceed.  If there is a view defined on the referenced line, the PCU examines the current state of the access unit (containing the address issued by the memory read/write operation) and determines whether the operation can proceed.  If the write access can proceed, then the read/write bit in the line is set to indicate that the write access is permitted so that a subsequent write access does not invoke the PCU again.  For both read and write operation, the threadÕs PDID supplied by the CPU is recorded in the line.  Finally, the new state of access to the protection unit of the view is recorded.  If the PCU determines that the access cannot proceed, an access control fault occurs and the thread is suspended until it is bound to a protection domain that has appropriate access rights to the access unit.  

It should be noted that the protection subsystem is not on the critical path of instruction execution in that it is not invoked on every memory access.  Also, the architecture is distinguished from current architectures in two respects: one is the replacement of the VAID with the PDID while the other one is that the protection subsystem be invoked on a data cache miss and write access fault.  

Three possible design options for the PCU were investigated in [Tong 1997, Jutla 1997]:  software-only option, hardware controller option, and cache-based option.  In the software-only option, all PCU activities are performed in software.  In the second option, all activities are performed by a hardware controller accessing information stored in memory.  In the last option, all activities are performed by a hardware controller accessing information stored in caches.

It is the last option that has been adopted for two reasons.  The MVM model is based on the concept of FSMs; thus the rules and states are stored in tables.  By loading the FSM tables with different rules and transitions, different protocols are implemented.  If the tables are stored in fast caches/memory, on a chip with the PCU’s hardware controller, hardware support is gained for various protocols.  The second reason for choosing the cache-based options is that the Translation Lookaside Buffer (TLB)  has been predicted to become a bottleneck [Homer 1995, Wulf 1995].  Cache-based protection architecture reduces the pollution of the TLB with access control information in comparison to the other two design options.  For further details  see [Jutla 1997].  



3.  MVM model and concurrency control



This section briefly describes how the MVM model can provide support to the OS in provision of locking for DB systems.  It is assumed that the systems are based on the relational data model and, moreover, that relations, referred to from now on as data tables, are implemented as flat files stored in the virtual memory.  Transactions are executed by threads, perhaps of different tasks.  Access to the tuples of a data table by transactions must be synchronized using the Strict 2-Phase Locking Protocol, or locking protocol for short.  Prior to reading a tuple, a transaction must obtain a read lock on it, while before writing to a tuple, a transaction must obtain a write-lock on that tuple. Holding a write lock subsumes holding a read lock.  Locks are held by a transaction until it completes its work or is aborted.  Deadlocks are considered outside the scope of this paper.  

The locking protocol is enforced on a data table using the MVM model in the following way.  First, an FSM is defined with the states and transitions as shown in Table 3.1 appearing at the end of this paper.  Following this, a view is defined on the memory region containing the data table.  The view creation specifies that the FSM shown in Table 3.1 is to define the access control protocol and, although this is not necessary in terms of the concurrency control correctness, the size of access units is to coincide with the size of the tuples; thus reading/writing an access unit is equivalent to reading/writing a tuple.  The initial state of access units is defined as Unlocked and the kernel is instructed on a context switch to notify the view manager of the state transitions effected by the thread being suspended.  

Any thread executing on behalf of a transaction must have an appropriate PDID; in effect, the PDID serves as a transaction ID.  When a thread attempts to access a tuple/access unit, whether the access is permitted depends on the current state of access to the access unit, the access operation (read/write) and the threadÕs PDID.  The states as defined by the FSM include Unlocked, Single Reader (SR), Multiple Readers (MR), and Exclusive.  The access operations are read and write.  When a thread attempts to read an access unit (tuple), the read is permitted and there is a state transition from Unlocked to Single Reader.  The threadÕs PDID is recorded as part of the state information.  If a thread attempts to write to an Unlocked unit, a similar action is taken, but the state changes to Exclusive instead of to Single Reader. When a thread tries to read a unit which is in the Single Reader state, the read is permitted and if the threadÕs PDID does not match the PDID recorded with the current state then there is a state transition to Multiple Readers.  If the state of a unit is Single Reader, a write by a thread is permitted if the threadÕs PDID matches the PDID recorded with the current state, and there is a state transition to Exclusive.  

On a thread switch, the kernel notifies the view manager of the state transitions while the view manager records them in its own data structures.  The manager is thus collecting information about which units/tuples were locked by the thread.  If a thread tries to access a unit already locked by another thread/transaction in an incompatible mode, an access control fault event is raised and the thread is suspended.  The kernel informs the manager of the reasons causing the thread’s suspension.  

When a thread finally completes a transaction it informs the manager of this.  The manager consults its data structures in order to unlock access units/tuples locked by the completed transaction.  It also checks whether there are any threads suspended due to waiting  for locks on units unlocked by the completed transaction.  The manager informs the kennel to force the access units that were formerly locked by the now completed transaction to the Unlocked state.  It also informs the kernel to resume any threads waiting for the unlocked units.  



Example

Creation of FSMs, views, mapping of views to memory regions, and interaction between the kernel are performed using primitives that depend on the specific kernel.  Here they are only described in general terms.  See [Guo 1997] for these primitives under the Mach 3.0 and Windows NT kernels.  The following example describes access of two threads, each one with a different PDID and hence executing a different transaction, to a data table on which a view is defined to enforce the locking protocol.    

The manager first creates the data table and the FSM, shown in Table 3.1, defining the locking protocol, followed by the creation of the view itself.  When the view is created, the manager instructs the kernel that: (i) the FSM defined for locking (shown in Table 3.1) is to be used with the view; (ii) the initial state for each access unit is Unlocked; and (iii) the kernel is to inform the manager of any state transition.  The manager also states what the size of access units is to be; for simplicity of presentation, we assume that the size of access units matches the size of tuples.  This view will be referred to as a concurrency control view.   

Assume that the data table exists as a permanent object with semantics and data provided by an object manager.  When threads of an application task need to access the data table, the task maps a memory region to that data table object.  The kernel and the object manager  then communicate and the kernel is informed that the concurrency control view is to be mapped to the memory region and also of the identity of the view manager.  Note that the object manager may or may not serve the role of the view manager.  Any reference to a manager implies a reference to the view manager.  

The Mach kernel, for instance, has a specific argument in the vm_map function which maps a memory region to the task’s address space.  The argument identifies the task to serve as the object manager of the object to which the memory region is mapped.  The object manager supplies the semantics of the object and also serves as an external pager supplying data as needed.  This object manager is an excellent candidate to also perform the role of the view manager under the Mach kernel [Guo 1997].  The kernel and the object manager then communicate so that the kernel is informed that the view created for locking is to be mapped to the memory region.  

In the following, two threads will access a memory object, the data table, while each one executes a different transaction.  The two threads could be within the same task that mapped a memory region to the object/data table.  The threads could also belong to two distinct tasks, as long as each task has a memory region mapped to the data table.

Before accessing the object, a thread, say thread_1, must be bound to a protection domain.  The thread requests a PDID, which serves as a transaction ID,  from the manager.  The manager will assign a PDID, say PDID_1, and bind it to the thread by calling the kernel with parameters containing PDID_1 and the identity of the thread.  Thread_2 is similarly bound to PDID_2.  

Assume that thread_1 now reads from the first tuple of the data table, that is access unit #1 of the view.   Assuming that the unit's state is Unlocked, there is a transition to the state SR (single reader state with the readerÕs PDID being recorded in the state) and this state transition is buffered in a kernel's  internal buffer.  The thread is allowed to proceed.  

Assume now that thread_1 reads from access unit #2 with a similar result in that the new state for unit #2 is SR (with PDID_1 recorded with the state) and that the thread is allowed to proceed.  Later on thread_1 is suspended, perhaps due to its time-slice expiry.  Upon the context switch, the kernel informs the manager of the state transitions for units #1 and #2, while the manager records these in its data structures.  

Assume that thread_2 now executes and it reads from unit #1.  There is a transition to state MR (multiple readers), the new state is buffered by the kernel, and the thread is permitted to proceed.  When the thread wants to write to the same unit, unit #1, the thread is suspended because of an access control fault: the unit is in the MR state when the thread attempted to write to it and thus the result, as specified by the FSM, is an access control fault.  The thread is suspended and the manager is notified by the kernel of the suspension, its cause (attempted operation, view and access unit number),  and also of the state changes effected by the thread. 

Eventually, thread_1 finishes its execution of the transaction and informs the manager of the transaction’s completion.  The manager unlocks the units locked by thread_1 by instructing the kernel to force unit #2 to Unlocked state and unit #1 to SR (Single reader state with PDID_2).  The manager also informs the kernel to resume thread_2.  When thread_2 eventually resumes its execution, it re-issues the write operation which caused the write access fault.  The write can now proceed while effecting a state transition for unit #2 from SR to Exclusive with PDID_2 recorded with the state.   When the thread is suspended, the state transition is communicated to the manager.  Eventually the thread instructs the manager of its completion and the manager instructs the kernel to force the state of access for units #1 and #2 to Unlocked.  

There are many kernel specific details, such as removing mapping of threads to PDIDs,  that have been omitted.  For further details, see [Guo 1997].

What is important to note in the above example is that a thread does not issue any explicit synchronization instruction -- it simply accesses tuples in data tables while synchronization (locking) is left to the kernel, that is the MVM model mechanism.  In the cache-based option, locking is achieved by the MVM model without software intervention.  Also, the kernel informs the view manager of state changes effected by the threadÕs execution only on that threadÕs context switch (or when the kernelÕs internal buffer used to store the state changes is full).  This facilitates uninterrupted thread’s execution.  Finally, the size of access units, although fixed within a view, varies across views and is customizable by applications.



4.  Evaluation



The objective of this evaluation is to determine delays incurred when obtaining locks using the MVM model method and compare them to the delays due to lock acquisition using a conventional lock manager.  



4.1.  Evaluation method



A database application, along the guidelines of the Transaction Processing CouncilÕs TPC-C benchmark, was chosen for evaluation.  The application programÕs execution was traced and the trace was input to a simulator in order to obtain estimates of the PCU execution delays.  A conventional locker was also implemented and its execution delay was determined so that it could be compared to locking delays when using the MVM model. 

The study targets the measurement of the cost of lock acquisition without conflicting access -- the common case.  The main performance metric is delay in machine cycles for lock acquisition on read and writes.  It would have been better to obtain execution time, but there is no actual implementation of the MVM model. 

The TPC-C [Transaction Processing Council 1992] benchmark represents a generic wholesale supplier workload and specifies different types of transactions that operate on nine shared data tables: Warehouse, District, Customer, Item, Stock, Order, New-Order, Order-line and History data tables.  There are five different types of transactions [Leutenegger 1993]:  new order, payment, order status, delivery, and stock level.  For further details see [Jutla 1997].

The transactions have been coded as a C program and applied on a custom-coded DB software supporting implementation of relations as flat files, from now on referred to as data tables, with selections and joins implemented using B-trees for efficiency [Gupta 1996].  Execution of transactions operating on the DB was traced using the Tracing Tool QPT2 [Larus 1995].  Whenever a new transaction was issued, its type was determined using a uniform distribution with probabilities for transaction types used as specified by the benchmark.  Once a transaction type was determined, the transaction was executed while which tuples were accessed by the transaction was determined using skewed random distributions as specified by the benchmark.  Thus, although there were many executions of transactions of a particular type, each transaction type execution accessed different tuples in the data tables.  

Tracing the execution of transactions as applied on the DB produced a trace in the form of reads and writes to virtual addresses, a trace then used as input to the simulator.  In fact, four different traces were produced, each one having a specific mix of a serial execution of 24 transactions of the five types. The variations in transaction mixes allowed for control of the ratio of read and write accesses within an application and for different locality of access to the tuples.  Due to space limitations here, however, we report only some of the results for one transaction mix.

For the evaluation, a simulator of a hierarchical memory system was designed as described in [Jutla 1996].  The trace serves as input and the simulator models the content of caches and physical/virtual memory.  Statistics are kept on the activity incurred at all levels of the memory hierarchy.  Statistics kept on caches include the number of hits/misses due to read access or write accesses,  the number of misses and the delays due to caching activities.  Statistics on memory are primarily targeted at the number of memory accesses and the number of faults to secondary storage.  For further details on the simulator and the assignments of cycles for specific activities of the PCU see [Jutla 1997].  

A ÒstandardÓ lock manager, as outlined in [Gottemukala 1992, Gray 1993, Daynes 1995], was implemented.   The lock information is found through named access of a fixed-size hash table of locks.  A lock is implemented by a Lock Control Block (LCB) which contains information such as its name, its current mode (R or W), and links [Daynes 1995].  For further details see [Jutla 1997].  



4.2.  Comparison



The average delay, in cycles, expended by the PCU to acquire a read lock was found to be 49 cycles while to acquire a write lock was 45 cycles.  Because out of the total accesses to data tables 75% were read accesses while 25% were write accesses, the average delay to acquire a read/write lock is 48 cycles.  [Jutla 1997] provides a detailed analysis of average delays and also delays of the various PCU and architectural components for the four transaction mixes.  It also provides sensitivity analysis of delays to variations in key parameters such as cache sizes.

Measurements of instruction counts for the software lock manager were obtained using the QPT2 tool.  For each procedure within the manager, the number of instructions, the percentage of time spent executing the procedure in ms, the number of calls to the procedure, the number of instructions per call and the routineÕs name were provided.  All input programs were compiled with gcc 2.6.3 with the optimization flag set.  

The number of instructions in the setLock() function was found to be 41.  The number of cycles for the setLock() function is obtained by using the following equation [Hennessey 1995] :  CPU clock cycles = � EQ \I\sum(1,n,CPIi)   �* ICi , where CPIi represents the average number of clock cycles for instruction i and ICi represents the number of times instruction i is executed in a program.  If we assume that the SPARC-20Õs CPI is 1 and that each instruction is identical for simplification purposes, then the number of CPU clock cycles = 1 * 41 = 41  for the setLock() function.  This estimate is low because the memory hierarchy costs are not included yet. 

The memory hierarchy costs for the entire lock manager are obtained from the cache simulator. This is the minimum memory hierarchy cost since no other applications are competing for TLB and data cache space.  There are 91037 cycles expended due to delay in the memory hierarchy.  At 699 calls to setLock() within the transaction mix, it means that on average 91037/699 = 131  additional cycles to be added as an estimate to the overhead to satisfy each lock request.  Therefore, roughly (41+ 131) = 172 cycles will be incurred by the conventional lock manager as opposed to the 48 incurred by the Multiview memory modelÕs implementation of lock. 



4.3.  Discussion



The MVM model provides better performance for lock acquisition at an average of 48 cycles as opposed to 172 cycles for the conventional lock manager.  This, indeed is true, but only for lock acquisitions. There are two important points that the evaluation did not capture.  

First, context switches, lightweight if the lock manager is in the same address space, heavyweight otherwise, are eliminated for setting locks using MVM locking on currently unlocked access units, on acquisition of read locks to units that are in Single Reader or Multiple Readers states, or on acquisition of write locks.  This is because the corresponding state transitions are handled in the PCU unit.  In the software lock handler case, however, each lock acquisition is effected by an explicit transfer of control to the locker initiated by the application software.   This indicates that the performance advantage of the MVM locking should be much higher.  

Secondly, the evaluation does not capture additional delays required by the MVM model to transfer information about the locks acquired by a thread/transaction  from the kernel to the lock manager and the storage of this information by the manager in its local data structures.  This transfer of information, however, occurs only on a thread context switch.  If the thread acquires a number of locks (caused a number of state transitions), information about the acquired locks is transferred to the manager using one communication primitive.  Hence this delay is amortized over a number of lock acquisitions.   In the software locker an application thread makes an explicit request for a lock and the locker itself records appropriate information about the lock in its data structures when it grants the lock.    



6.  Related work



It has been shown [Kumar 1989, Stonebraker 1984, Stonebraker 1985] that DB and transaction system lock managers outperform locking services provided by an OS because the OS provides efficient locking only on a page-level basis, whereas the DB lock managers can provide control at finer granularities.  Thus the OS is not generally used by the DB systems for locking services.  

Chang [1988] reports on one of the first complete attempts to incorporate transaction management functions in a Memory  Management Unit (MMU)  unit within the IBM's 801 storage architecture.  A hardware locking mechanism monitors the read and write references of individual transactions and provides for locking of 128-bytes units of data for writes and pages or 128-byte size units for reads. It thus provides finer granularity of locking than Stonebraker's [1984] scheme.  Furthermore, the scheme also provides for lock acquisition in hardware without software intervention. As in the MVM scheme, information about units automatically locked by a transaction must be collected periodically.

The protection schemes found in the Hewlett Packard's PA-RISC [Lee 89] and the PLB protection organization [Koldinger 1991] are also closely related to our work in that they show a separation of protection information from address translation. Both the PA-RISC and PLB protection schemes are designed for the 64-bit single address space operating systems in which protection is on access units being pages. Our architecture is structured to provide for variable sized access units within multiple address spaces, but it can be extended easily to the 64-bit single-address space environment.  It is further distinguished by support of control strategies through the FSM supported protocols on the access units. 

Examples of applications which can efficiently utilize the virtual memory page faulting protection mechanisms appear in [Appel 1991].  It was also concluded that different applications may perform best using different page sizes.  Kagimasa [1991] proposed a multi-size paging architecture with elastic page allocation.  Talluri [1992] examined two page sizes within an address space. 



7. Summary and conclusions



This paper showed that the MVM model can be used to provide efficient locking services by OS to applications.  First of all, the MVM model provides for access control, and thus locking, to access units of views.  The size of access units is fixed within a view but it may be different in different views.  This alleviates one of the major problems in that OS provide efficient locking services at a system page size utilizing MMUÕs efficient hardware support for manipulation of protection to pages.  The MVM also  provides for locking without explicit lock requests allowing applications simply to read and write access units.  Furthermore, locks may be acquired without software intervention in certain cases.  For instance, a read lock to an unlocked unit is automatically granted.  

It was shown that the MVM locking provides an efficient alternative to a conventional software lock manager.  Yet, when the efficiency of the MVM locking scheme is compared to the hardware-supported locking of 128-byte and page sized data units provided by the 801, the MVM is inferior.  The two schemes are similar in that they enable locking of units of data which are smaller than a page and also that they provide for automatic lock acquisitions, the two important features required for efficient locking services provided by OSs.  What is different about the MVM approach from the 801 hardware locking support which is faster than the MVM architecture support but was not commercially adopted?  The answer lies in the flexibility.  The size of access units is not fixed, such as to 128-byte or page size units, but is customizable to applications.  More importantly, the MVM model provides support for many access control protocols, locking is only one application.  Because in the MVM model approach the access control protocols are specified by FSMs with their states and transitions stored in tables, any protocols that can be represented by FSMs can be supported.  Various protocols supported by the MVM model can be found in [Jutla 1997]. Finally, because the FSM and state tables can be supported by caches, hardware support for various access control protocols is attained.  
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Table 3.1  State Transition Table for Locking

(An asterisk (*) indicates not applicable. )



		PDIDs irrelevant	PDIDs relevant

			PDIDs match	PDIDs do not match�			(PDID of executing thread 	(PDID of exec. thread �		 	= PDID stored in state)	 =/= PDID stored in state)

Memory 	Current	Result 	New	Result	New	Result	New�Operation	State	(Proceed/	State	(Proceed/	State	(Proceed/	State�		Fault)		Fault		Fault)

Read	Unlocked	Proceed	SR	*	*	*	*

Read	SR	  *	 *	Proceed	SR	Proceed	MR

Read	MR	Proceed	MR	*	*	*	*

Read	Exclusive	*	*	Proceed	Exclusive	Fault	Exclusive

Write	Unlocked	Proceed	Exclusive	*	*	*	*

Write	SR	*	*	Proceed	Exclusive	Fault	Exclusive

Write	MR	Fault	MR	*	*	*	*

Write	Exclusive	*	*	Proceed	Exclusive	Fault	Exclusive
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